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Introduction

My interest in interactive visualisations started a long time ago, in second
semester. It was in Prof. Krohn’s ‘Source Code’ course, in which we wrote
absolutely no code. We were supposed to design an app for smartphones.
For my project, I tried again and again to embed charts and graphs into
the standard iOS navigation paradigm. It did not go well.
Eventually I started using the visualisations themselves as navigation.
To link them spatially on maps, to navigate them by zooming in and out,
revealing more and more layers of data. I stopped thinking of visualisations as static and immutable, and started thinking about how to interact
with them.
In my bachelor thesis, I want to bring that thinking to the visualisation
of multi-dimensional data, specifically dimensionality-reduced projections.
There are many ways to visualise multi-dimensional data. One of them
is multi-dimensional scaling, or MDS. It is a way to project a high-dimensional space onto a two-dimensional plane so it can be examined visually.
This turns out to be surprisingly useful in lots of situations. Generally, it
is used to find patterns and similarities between items in datasets with
lots of different variables. It excels at finding implicit connections and
similarities between items with no explicit connections.
A journalist might use multi-dimensional scaling to visualise how
‘similar’ politicians are based on the outcomes of voting for many pieces of legislature, or based on the words they frequently use when giving
speeches. Marketing professionals use MDS to analyse markets, finding
6

clusters of similar products based on properties previously thought of
as unimportant. Or a streaming music service might use it to look for listening patterns among subscribers, enabling them to make better recommendations.
I did not know anything about MDS when I was looking for a bachelor thesis topic. It was Prof. Dr. Marian Dörk who suggested I might be interested. And, as it turns out, there are lots of problems with projections
that need to be solved. Or, as a fellow student put it: ‘MDS? The problem is
that you put stuff in, and then stuff comes out, but you have no idea what
it means.’
He was right. You really have no idea what the projection means, because as opposed to scatterplots, there are no real axes. The only things
that have meaning are the distances between points, and even they are
only approximations. If you see a cluster of points, you have to examine
them all to figure out why they are clustered. If you suspect there might
be some sort of natural component, some directionality, to the data – you
will have to figure that out for yourself, too.
The current tools for this are not very good. They were not specifically
designed for analysing a projection of high-dimensional space. In fact, a
lot of them probably were not designed at all. They were made to render
scatterplots, and histograms, and just maybe they were made to kind of
link these two types of charts together. They were made to display charts,
not to explore them.
I want to design a tool to do just that; to explore projections.
7

Multidimensional Data

What is multidimensional data?
A dataset consists of variables and observations. For example, the sweetness of multiple whiskies might be measured by some testers on a scale of
0–4. In this case, the sweetness would be the variable, while the individual
maltiness measurements would be the observations. As there is only one
variable or dimension, this dataset would be considered one-dimensional.
Variables are often referred to as columns, features or dimensions, observations as rows, items, measurements or samples.
A dataset is generally considered multidimensional if it has at least
three variables or dimensions. The observations would then contain
three values each, one per variable. In the case of the whisky dataset, the
variables might be sweetness, smokiness and maltiness. Each of the observations would then contain the observed values for the sweetness, smokiness, and maltiness of the corresponding whisky.
Here is an example for a four-dimensional dataset:
Label

Sweetness

Smokiness

Maltiness

Spiciness

…

Clynelish
Lagavulin
Miltdonduff
…

2
1
4
…

3
4
1
…

1
1
1
…

2
1
0
…

…
…
…
…

In theory, a multidimensional dataset can contain any number of dimensions. In practice though, there are limiting factors to the number of dimensions that is feasible to work with.
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Multidimensional analysis
Many statistical techniques exist to analyse multidimensional datasets.
Common goals of these techniques are to find clusters or similarities in
the observations, and correlations between dimensions. I will focus on
the visual techniques to accomplish these goals, specifically the projection
of dimensionality-reduced data.
First, I will visually explain the principles behind measuring similarities between samples and correlations between variables. Then, I will
show three basic multidimensional visualisation techniques and how
their strengths and weaknesses can be used to support the above tasks.
Lastly, I will explain how dimensionality reduction works.

Measuring (dis-)similarity
Observations are defined by their variable values. Therefor the differences between them can be defined as the differences between their individual variable values.
In a one-dimensional dataset, two observations would be considered
very similar if their values were very close together. Let’s consider the
whisky dataset from above, with three whiskies and their sweetness measurements: Lagavulin (1), Clynelish (2), and Miltonduff (4). Lagavulin and
Clynelish would be considered more similar than Lagavulin and Miltonduff, because the difference in their values is smaller. This becomes even
clearer when visualised with a one-dimensional scatterplot (dotplot):
The dotplot visualises the similarity as distance. Similar observations are
closer to each other, less similar observations farther apart.

Lagavulin

0

1

Clynelish

2

Miltonduff

3

4

sweetness scale

What happens if we want to measure the similarity over two variables
(dimensions) sweetness and smokiness instead of just one? How would we
calculate it? Let’s draw another plot:
11

4

Lagavulin

smokiness scale

3

Clynelish

2

1

Miltonduff

0
0

1

2

3

4

sweetness scale

Again: similar observations (or whiskies, in this case) are positioned
closer together. The similarity of the whiskies is equal to the Euclidean
distance between their two points. If we measure the distance, we get the
similarity between the whiskies across two dimensions.
Technically though, we did not measure how close the two whiskies
are together, but how far apart they are. 0 means they are alike, and higher numbers mean the two whiskies are less similar. That’s why this measure is called dissimilarity measure – the higher the number, the less similar the items. Conversely, there is a similarity measure that is higher if the
items are more similar, and 0 if there is absolutely no similarity.
Using Euclidean distances as dissimilarities is just one of many possibilities. Dissimilarities can be computed in any number of ways; for example using simpler Manhattan distance algorithm, or Gower’s similarity
coefficient for datasets with lots of mixed variable types (Gower, 1971). Dissimilarities may also be determined directly, for example by asking peo12

ple to rate how similar things are. Euclidean distances are amongst the
most commonly used dissimilarity metrics though, as they are easy to calculate, work very well with continuous variables, and can even be made to
work with categorical variables.

Multidimensional dissimilarities
We established the use of Euclidean distance as the measure of dissimilarity between two observations by thinking of them as points in space. Space
can have any number of dimensions. We have seen examples for one-dimensional space (the dotplot), and for two-dimensional space (the scatterplot). But distances can be calculated across any number of dimensions.
So if we think of the samples in a multidimensional dataset as points in a
high-dimensional space defined by the dataset’s dimensions, we can easily
measure their dissimilarities by calculating Euclidean distances.
To visualise these distances calculated in multidimensional space, we
can arrange the points on a two-dimensional plane while preserving the
distances between them – a technique called dimensionality reduction.
By doing this, we effectively project points from a higher-dimensional
space (the multidimensional dataset) onto a lower-dimensional space (the
two-dimensional plane, a.k.a. scatterplot).
The resulting projection visualises the distances (dissimilarities) between the points in a way we can understand and examine. For example,
here are the whiskies arranged on two dimensions according to their dissimilarities across four dimensions: sweetness, smokiness, maltiness, and
spiciness.
Clynelish

3.464
1.732

Miltonduff
4.359
Lagavulin
13

In this case, we have only used dimensionality reduction to visualise
the similarity of three whiskies. We could just as easily use it with three
hundred whiskies, making their similarity comprehensible in a manner a
table of the data never could.
Dimensionality reduction can be used to display the similarity of
items even in complex datasets. Uses range from visualising manifold
structures in microbiology to analysing the positioning of products in
complex markets for marketing purposes, or looking at how different
types of crimes relate to each other in sociological studies.
When projecting the points, it is not always possible to preserve the
exact distances between them. In fact, it is often impossible. This means
the projection is only an approximation. Still, this approximation is often
good enough to help understand the dataset. Many algorithms exist to
compute the projection; I will explain them later on.

Finding correlations
Correlations are relationships between variables. For example, we might
suspect a relationship between the smokiness and the sweetness of whiskies, assuming that smokier whiskies generally taste less sweet. We can
use a scatterplot to visualise the relationship between these two variables
(see figure on facing page).
The points on the scatterplot clearly form a line. Smokiness and sweetness seem to be negatively correlated: the smokier a whisky tastes, the less
sweet it is – at least according to our limited dataset.
Smokiness and spiciness might be correlated as well: we can connect
them in a line, but it isn’t nearly as neat, indicating a smaller correlation,
if any – it’s impossible to say with only three samples (see figure on facing
page).
Other tools and methods exist solely to find correlations between variables, but the principles should be clear from this quick visual expedition.
It is important to note that correlation has nothing to do with causality. Just because smoky whiskies are often less sweet doesn’t mean that the
lack of sweetness is a result of the smokiness. It could just as well be that
people who prefer smokier whiskies don’t like them sweet, and the distilleries don’t make them because nobody would drink them.
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Clynelish

2
1

Lagavulin
Clynelish

3
smokiness

3
smokiness

4

Lagavulin

2
1

Miltonduff

0

Miltonduff

0
0

1

2
sweetness

3

4

0

1

2

3

4

spiciness
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Visualising multidimensional
data
Multidimensional data can be visualised in a variety of ways. Different
visualisation techniques each have their own strengths and weaknesses.
Often, several techniques are used together to focus on and explore different aspects of the same dataset.
Below, I will provide a quick overview of three very common visualisation techniques: parallel coordinates, scatterplots, and dendrograms.
Their strengths and weaknesses compliment each other well and can be
used to explain the trade-offs faced when visualising multidimensional
data.
Parallel coordinates are very good for displaying all dimensions at
once, making it easy to find relationships between dimensions while also
showing clustering in samples. They are also able to show the complete set
of observations and variables, no matter how many dimensions.
Scatterplots have their strengths in showing similarities between
samples, finding clusters, and, in low-dimensional spaces, also showing
some relationships between dimensions. For multidimensional data,
scatterplots can be used in two ways: as scatterplot matrices, or to show
a projection of the multidimensional space, lossily reduced to two or three
dimensions.
Dendrograms focus on displaying hierarchical clustering, making it
easy to see relationships between clusters and sub-clusters, while visually
discarding the dimensionality of the data entirely – only the dissimilarity
measures are visible.
In the following examples, the data has been grouped into five groups
by the output of a hierarchical clustering algorithm running in high-dimensional space. The points or lines in the plots have been coloured to reflect their cluster membership.
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Parallel coordinates

Body

Sweetness

Smoky

Medicinal Tobacco

Honey

Spicy

Winey

Nutty

Malty

Parallel coordinates plot of whisky dataset, generated with R. Lines coloured according to cluster membership of samples.
Parallel coordinates plots are a way of visualising high-dimensional
geometry. To show a set of points in an n-dimensional space, a series of
parallel axes is drawn, one for each dimension. Each point in the n-dimensional space is then drawn as a polyline with vertices on the parallel axes.
This is a great fit for multivariate data, which can be thought of as a
form of high-dimensional geometry. Each variable gets an axes, and the
samples are drawn as polylines.
The best thing about using parallel coordinates as a means of showing
multidimensional data is that it shows every single value for every single
sample at the same time. This also happens to be the worst thing about it.
In its purest form, a parallel coordinates visualisation does not provide
much abstraction and often has many overlapping lines, cluttering the
display.
Careful consideration has to go into the scaling and ordering of the
variables to see correlations between them. As all axes have to share the
same scale, the variables will have to be normalised in some way. The ordering is important, as it will directly influence the reading of the graph
(Ankerst, Berchtold, & Keim, 1998). Lines running mostly parallel between
two axes suggest a positive relationship between the variables. Lines
crossing in some sort of x-shape suggest a negative relationship. Axes can
also be rotated, further complicating the process. With careful application of the above considerations, clutter can be reduced, but lots of overlapping lines still remain.
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Fruity

Floral

Luckily, a number of solutions exist for some of those problems. Jing
Yang, Wei Peng, Matthew O. Ward and Elke A. Rundensteiner proposed
several ways of ordering and filtering dimensions to aid readability (Yang,
Peng, Ward, & Rundensteiner, 2003). Their solutions are based on clustering and similarity measures between dimensions and can be performed
automatically. Similarity measures would be used to sort dimensions,
even taking into account transitions between dimensional clusters. Hierarchical information could be used to filter out dimensions. Additionally,
they propose spacing similar dimensions closer to each other.
a
c

b
d

Stages of a polyline splatting. Figure from Zhou et al., 2009
To aid readability of the polylines themselves, they can be colour-coded
based on pre-defined classes, or splatted based on the interaction between
the lines (Zhou et al., 2009). There even exist techniques to embed MDS
plots into the space between parallel coordinate dimensions (Yuan, Guo,
Xiao, Zhou, & Qu, 2009), (H. Guo, Xiao, & Yuan, 2011).
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Scatterplot
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2.0
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3

4
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1.0

0
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2
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3

4

−0.2 0.2

Tobacco

0

1

2
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0

1

2

3

4

0

1

2

3

4

−0.2

0.4 0.8 1.2

(Truncated) scatterplot matrix of whisky dataset including trendlines, generated with R. Dots coloured according to cluster membership.
A scatterplot displays data samples as a collection of points in a Cartesian
coordinate system, plotted along axes representing variables of the data.
Looking at the distribution of the points can help find patterns and correlations between the variables. For example, if the point pattern slopes
from lower left to upper right, it suggests a positive correlation between
the variables. Clusters of points may suggest nonlinear relationships between variables. Both may occur together, like distinct clusters forming
along a slope.
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More than two variables can be visualised by using the points themselves to display additional variables. For example, different shapes may
be used to denote categorial data. The sizes or colours of the shapes may
be used to display a third linear variable.
Scatterplots come in one, two and three-dimensional variants.
One-dimensional scatterplots are called dotplots and show the distribution of values of a single variable. They can’t show correlations between different variables without the help of additional methods, such as
changing dot size.
Two-dimensional scatterplots are the most common variant, showing the data distribution along two variables one a plane. This makes it
possible to see patterns and correlations while still remaining simple to
comprehend.
Three-dimensional scatterplots show the data distribution along
three variables in a space. The added third dimension potentially enables
greater data fidelity, especially regarding dimensionality reduction techniques. They might require navigational facilities for the user to visualise
the whole space, though, which makes them harder to comprehend and
less memorable (Sedlmair, Munzner, & Tory, 2013).
Scatterplots can be augmented with 3D- or faux-3D landscapes, where
the values of a third dimension are plotted as a 3D landscape or relief contours. This tends to make the scatterplot harder to read and comprehend,
though (Tory, Swindells, & Dreezer, 2009).

Dot display, 2-D landscape, and 3-D landscape. Figure from Tory, Swindells,
& Dreezer, 2009
Sometimes – often when used with ordinal variables – overlapping samples can be a problem. A number of solutions exist, with two popular ones
being sunflower plots and jitter plots. In Sunflower plots, points are visualised using a so-called sunflower, whereby the points get a line for each of
the samples on them, so that eventually they look like stylised sunflowers. Jitter plots are generated by adding some random jitter to the values,
teasing the points apart. While these approaches help with individual
20

overlapping points especially in smaller datasets, they don’t help with the
problems faced when visualising large datasets with massive and overlapping clustering. For this, additional solutions have been proposed, such as
splatterplots, where dense regions are shown as smooth shapes (Mayorga
& Gleicher, 2013).

Scatterplot vs. splatterplot of the same data. Figure from Mayorga &
Gleicher, 2013
In the context of multidimensional data visualisation, scatterplots are
generally used in the form of scatterplot matrices. Scatterplots are generated for every combination of variables and arranged in a matrix. The
user then looks at them and tries to find correlations and pattern within
single scatterplots as well as across multiple scatterplots.
Scatterplots are a good multi-purpose tool for visualisation. They can
be used to both look for clusters and dimensions in datasets. As clustering is a function of sample distance, spotting clusters works with any
kind of dataset, even a dimensionality-reduced one. Spotting dimensions
becomes harder as dimensions exceeds the number of axis, as is the case
with dimensionality reduction techniques. Dimensionality-reduced datasets with a relatively low number of qualitative dimensions can still
yield sloped data and insights into the directions of variables, but as the
number of dimensions increases, they tend to be less visibly defined in the
shape of the points.
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Lagavulin
Laphroig
Caol Ila
Ardbeg
Clynelish
Talisker
Glenfarclas
Auchroisk
Glenrothes
Tullibardine
Linkwood
RoyalBrackla
Auchentoshan
Glengoyne
Dufftown
Glenfiddich
Loch Lomond
Tobermory
Glenkinchie
Glenlossie
Bladnoch
Bunnahabhain
Inchgower
Tomintoul
Glenturret
BlairAthol
Aberfeldy
Benromach
OldFettercairn
Ardmore
Deanston
Dalwhinnie
Tamdhu
AnCnoc
Cardhu
Glenallachie
Glenmorangie
GlenKeith
Knochando
GlenGrant
Scapa
Mannochmore
Aultmore
Speyside
Balblair
Craigganmore
Strathmill
Tamnavulin
Miltonduff
Speyburn
GlenGarioch
Teaninich
Bruichladdich
Oban
OldPulteney
GlenScotia
Isle of Jura
Tomatin
Springbank
Bowmore
Highland Park
Tormore
GlenSpey
ArranIsleOf
GlenDeveronMacduff
Balmenach
Glendronach
Macallan
Mortlach
Dalmore
Dailuaine
RoyalLochnagar
Craigallechie
GlenMoray
Strathisla
Edradour
Longmorn
Aberlour
BenNevis
Benrinnes
Belvenie
Benriach
GlenElgin
Glenlivet
GlenOrd
Glendullan

0

2

4

6

8

Dendrogram

Dendrogram plot of whisky dataset, generated with R. Lines coloured to
emphasise clustering.
Dendrograms focus on the clustering of data and the relationships between those clusters by displaying multidimensional samples in a treelike structure.
They are constructed by finding and joining samples closest together
in high-dimensional space into pairs, and connecting them with a horizontal line, forming a cluster. These clusters are then again connected
to the nearest clusters, forming clusters of clusters in varying levels of
hierarchy. Usually, the samples are spaced evenly on the horizontal axes,
while the distance of a pair of objects is reflected by the length of a line on
the vertical axes.
There are many methods for joining clusters. Finding the closest pairs
is only one of them (single-linkage clustering). The complete linkage algorithm, for example, tries to find the elements in clusters that are farthest
away, yet still closer than elements in other clusters. Average linkage clustering uses the average distance between elements in two clusters to compute the nearest cluster. Other algorithms compare centroids of clusters.
What all these methods have in common is that they try to join the nearest
neighbouring clusters into one – the only differ by their interpretation of
what constitutes the nearest cluster.
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To aid visual differentiation of the different clusters, they may be
coloured differently based on their level in the hierarchy or total distance
between
In a way, dendrograms are like abstracted scatterplots. They’re based
on the same metric – Euclidean distance, or dissimilarity in general – but
use it in a completely different way. The focus is not on the spatial, but on
the hierarchical organisation of the samples. Visually, it’s more complicated to asses how far two samples are apart – they might appear next to each
other on the horizontal axes, but be part of completely different clusters.
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Dimensionality reduction
Datasets with many dimensions are often hard to understand, and complicated to work with due to the amount of processing power required. In
order to make them easier to comprehend and visualise, they are often
reduced to a lower number of dimensions. This is called dimensionality
reduction and is accomplished by selecting a subset of dimensions to analyse and discarding the rest (feature selection), or synthesising new dimensions from multiple original dimensions (feature extraction).
After reducing the dimensionality, two main tasks are finding and
naming relevant new, synthesised dimensions, and finding and identifying clusterings in the data.

Feature extraction
Feature extraction transforms the data to a space of fewer dimensions
while preserving most of the information or structure in the data, synthesising new dimensions in the process.
There are many different methods for feature extraction, both linear
and nonlinear. Principal component analysis (PCA) and multidimensional
scaling (MDS) are both linear techniques, while Isomap is an example of a
nonlinear technique.
Linear techniques try to find a linear projection of the higher dimensional space that maximises the amount of variance in the data. They work
well if the data has some sort of normal distribution along the dimensions.
Nonlinear techniques are used when it is suspected that the observations lie on or near an underlying nonlinear structure (manifold) in the
high-dimensional space. These structures are then unfolded into low-dimensional space, revealing intrinsic variables in the data.
The output from these techniques can then be used to plot the observations in lower-dimensional space and examine them visually.
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Linear dimensionality reduction
Linear dimensionality reduction is performed by embedding the dataset
into a subspace of lower dimensionality, and finding a linear projection
that maximises the amount of variance. Some of the techniques are metric, while others are non-metric and work with ordinal values.
Different techniques will use different algorithms, and can be used for
different purposes. Techniques such as principal component analysis are
used to find new, relevant dimensions in a dataset. Other techniques such
as multidimensional scaling can help to learn more about the similarity of
different observations and potential clustering in a dataset.

Principal component analysis
Principal component analysis finds the dimensions (components) that
maximise the variance in a dataset. These dimensions are new, synthesised
dimensions, not based on the original dimensions but on the positions of
the observations in high-dimensional space.
The analysis works by finding the component with the largest possible
variance, then looking for the component with the next largest variance
that is also orthogonal to the previous component, and so on. This is continued for up to n components, where n is the number of original dimensions in the dataset.
Theoretically, the components with the most variance are thought to
contain most of the information about the dataset, possibly ‘bundling’
correlated original dimensions. The components with the least variance,
on the other hand, can be dropped without losing too much information.
That means the dimensionality of a dataset can be reduced by using only
the first n components, while still retaining most of the original information about it and be left with fewer, but more significant dimensions. This
theory does not necessarily have to hold true, but it can be a good working
hypothesis when starting to analyse a dataset.
Principal component analysis can be computed with a matrix of pairwise Euclidean distances between observations as input. In this case, it is
called principal coordinates analysis (PCoA). The first two components can
then be used to project the observations in two-dimensional space, like
a scatterplot. This is a very simple way to get a lower-dimensional representation of a higher-dimensional space. A more complex technique is
multidimensional scaling.
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Multidimensional scaling
Multidimensional scaling is used to visualise the similarity between individual observations in a dataset. It takes a matrix of pairwise distances
between the points and tries to map them onto a k-dimensional space, preserving distances between points.
The distance matrix contains dissimilarity values for points in a
high-dimensional space (the observations). This matrix can either be metric, or non-metric with ordinal values. The points are arranged in a starting configuration in k-dimensional space, using either random seeding or
coordinates from a principal coordinates analysis. An iterative algorithm
is then used on the points, trying to arrange them according to the distances in the matrix, while keeping the error as low as possible. The iteration
stops when changes between iterations fall below a predefined threshold.
As the algorithm contains randomness, two runs on the same dataset
may produce different embeddings of varying quality. For this reason, it
is common to run the algorithm a number of times and choose the best result with the lowest error between distances in the matrix and the embedding (often referred to as stress).
Metric multidimensional scaling
Metric multidimensional scaling works with a matrix describing the absolute distances between observations and tries to preserve them as well as
possible. Thus, it is a good fit for datasets with linear dimensions, where
actual distances can be easily calculated.
If the distance between observation A and B is 500, and the distance
between A and C is 300, it will try to find a lower-dimensional representation with exactly these distances. While doing so, the algorithm will try to
minimise the overall distance error.
Non-metric multidimensional scaling
Non-metric multidimensional scaling works with an ordinal matrix that
describes the order of dissimilarity. This is a good fit for datasets with lots
of relative dissimilarities, categorical data, and/or missing values.
Given the same distance table as above, the algorithm will try to preserve the relative order of distances, effectively only using their ranks.
That means instead of trying to fit the distance from A to B as 500, it will
try to find an embedding that puts A closer to C than it is to B, discarding
absolute distances.
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Multidimensional scaling of whisky
dataset. Generated with R
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Number of observations
Because all pairwise distances between observations have to be calculated (O(N^2), there are practical limits on the size of the dataset. For a dataset of 100 observations, 100^2/2, e.g. 5,000 distances, have to be calculated. For 1,000 observations, that number rises to 500,000 distances. And all
these distances have to be checked in every iteration of the algorithm.
Recently, newer algorithms have been devised to do dimensionality
reduction for large sets of items. For example, an algorithm called Glimmer MDS runs on the GPU, ‘laying out an 8D dataset of 200,000 points in
roughly 30 seconds’ (Ingram, Munzner, & Olano, 2009).
Goodness of fit
To calculate the goodness of fit for an embedding produced by multidimensional scaling, the stress value is calculated. This is done by taking the sum
of the disparities between the distances in the embedding and the original
distances in the matrix. The amount of stress decreases as the number of
dimensions in the calculated embedding increases.
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Since one absolute stress value is only a vague indication of the goodness of fit, two additional techniques can be used to help: the scree plot and
the Shepard diagram.
The scree plot shows the amount of stress against the number of dimensions, allowing to find the best trade-off between number of dimensions and stress for a given dataset. The Shepard diagram is a scatterplot
showing the relationship between the distances in the embedding and the
matrix, with good fit indicated by a low spread.
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Scree plot (left) and Shepard diagram of whisky dataset

Nonlinear dimensionality reduction
Nonlinear techniques try to preserve nonlinear structures (manifolds)
embedded in the high-dimensional space. These structures are then unfolded into low-dimensional space, revealing intrinsic variables in the data.
This may be done, for example, by trying to preserve the neighbourhood
information for individual observations of the dataset. An example of
nonlinear dimensionality techniques is Isomap.
The idea behind Isomap is that nearby points (observations) should
be nearby, while faraway points should be faraway. It assumes that pairwise distances are only really known between neighbouring points. So it
works by connecting each point in high-dimensional space to its nearest
neighbours to form a graph. For this graph, all pairwise geodesic distances
are calculated along the graph. The resulting distance matrix emphasises
neighbouring points, while de-emphasising unconnected, faraway points.
It is then used as input for multidimensional scaling to recover a low-dimensional isometric embedding.
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Swiss roll (left) and unfolding a Swiss roll with Isomap algorithm. Figure
from Tenenbaum, de Silva, & Langford, 2000
Nonlinear dimensionality reduction techniques are often used when
it is suspected that there are intrinsic variables embedded into the dataset – values from which the data was originally produced. An extremely
good example for this is the faces dataset from Tenenbaum’s A Global Geometric Framework for Nonlinear Dimensionality Reduction. It consists of
698 different 64×64 pixel images of a face rendered with different poses
and lighting directions, as a sequence of vectors. Isomap was able to infer
from just the pixel values three underlying intrinsic dimensions of the
data: lighting direction, up-down pose, and left-right pose (Tenenbaum,
de Silva, & Langford, 2000).

Faces dataset mapped with Isomap algorithm. Figure from Tenenbaum, de
Silva, & Langford, 2000
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Common problems
There are some common problems when trying to compute dissimilarity
measures from multidimensional data. In the following, I will list the ones
most relevant to my project, and describe common solutions for each of
them.
Normalising dimensions
The original variables may have widely varying domains. They may be
very small or very large, but should have the same influence on the distance between observations and thus the dimensionality reduction. This
means they have to be normalised.
In the simplest case, this can be done by mapping the different variable
domains to a common scale in the range [0,1], also known as feature rescaling. There is a wide range of other approaches, including transforming
them to the standard score (based on standard deviations) or calculating
percentiles.
For example, we might want to add the ages of the whiskies to our whisky dataset. Age would be given in years and range from 1–50. Using the
absolute numbers, age would have an order of magnitude more influence
on the distance than, for example, smokiness. Mapping them to a common
scale [0,1] is done with the following formula, where x is the original value:
(x−min(variable)) / (max(variable)−min(variable)), the resulting values will
each have the same relative influence on the distance between observations.
Weighting dimensions
Some variables may be more or less important than others. To account for
this, their domains me be weighted. This means that during normalisation, some less important domains may be normalised to [0,0.5], resulting
in less influence on the overall Euclidean distance, while some more important domains be may normalised to [0,2], resulting in more influence.
Using categorical variables
The dimensionality reduction techniques described above rely on observations being points in a high-dimensional space. In order to use them
with datasets that include categorical variables, those variables will have
to be converted into linear dimensions. A solution to this problem is
one-hot encoding. In this technique, c ategorical variables are transformed
into a number of new dimensions based on their values. If an observation
contains the original categorical value, the value for that newly created
dimension is 1, otherwise it is 0.
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In order not to skew the results if this technique is used, the values
may not be set to 1, but weighted instead according to the number of values in the original categorical variable.
An example: the whisky dataset might have a categorical variable
country, where each of the observations has some of the following values:
Scotland; Ireland; USA; Japan. For each of the values, a new dimension is
created. If a whisky has the country Scotland, the value for the Scotland
dimension is 1; otherwise it is 0.

Task definitions
Tasks when working with dimensionality-reduced datasets often focus
on the relationship and meaning of the new dimensions, and finding patterns, such as clusters, in the observations.
Brehmer, Sedlmair, Ingram, & Munzner (2014) interviewed 24 data analysts who use dimensionality reduction to visualise data. They identified
five common task sequences, which grouped into two categories: dimension-oriented and cluster-oriented.
Dimension-oriented task sequences they found are naming synthesised dimensions, and mapping them to original dimensions. Analysts will
browse synthesised dimensions and look at the values of the observations
in the dimensions they are interested in. To name these dimensions, they
often plot them on scatterplots, looking for semantic relationships between the axis. The points on the scatterplots, or a subset of them, are often labeled or augmented with other information. Mapping synthesised
dimensions back to original ones is also commonly done with the help of
scatterplots, or matrixes of scatterplots. Sometimes, heatmaps and density plots are also used.
Cluster-oriented task sequences were found to be verifying and naming clusters, as well as matching clusters and classes. Visualisation techniques used to do this are scatterplots, dendrograms, and heatmaps. After
identifying clusters, analysts browse items within clusters to find common values, and name them based on their findings. Matching clusters to
classes that are either predefined or the result of the naming task, is commonly done with the same visualisation techniques plus the addition of
node-link graphs.
These task sequences were observed over a wide range of domains,
abstracted and described in great detail. This makes them very useful as
guidelines when designing tools for analysing dimensionality-reduced
data.
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Related Work

History of multidimensional
visualisation
The first precursors of multidimensional visualisation have been around
for a century. But only recently, with the increased processing power offered by computers, has the field of multidimensional visualisation come
under serious investigation.

Pre-computer visualisations
In the late 18th century, William Playfair invented or popularised many of
the graph types still in use today. They were, however, mainly one-dimensional. Playfair used them to visualise single-variate data like import figures, comparing them for different countries (pie charts) or plotting them
over time (line chats).
Scatterplots were one of the first two-dimensional graphs. They are
capable of showing two different variables at once, making them comparable. Their inventor was arguably Francis Galton in the 19th century, when
he used scatterplots to compare the height of children and their parents
(Friendly & Denis, 2005).
Glyph plots were invented in the early 20th century by using symbols on scatterplots to denote additional variables, visualising more then
two dimensions. From The early origins and development of the scatterplot
(Friendly & Denis, 2005, p. 126):
An early example is the use of glyph symbols by the botanist Edgar
Anderson (1928) in which two primary variables provide the axes for
the plot, and additional variables are shown by radial lines of varying
length and angle, representing the values of additional variables. Anderson initially developed this technique to study the relations among
various measures of plant species, most famously, measures of petal
and sepal length and width of species of iris (Anderson, 1935) from the
Gaspé Peninsula.
Glyphs are an expansion upon the idea of glyph plots, using only the
glyphs to show dimensions. These glyphs encode the dimensions as visual
characteristics using visual variables such as size, shape, texture, colour,
or orientation. Examples for this include star glyphs, which display various variable values of the observation as radial lines, or Chernoff faces
mapping variables to features of the human face. Borgo et al. wrote an
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extensive overview on this in Glyph-Based Visualization: Foundations, Design Guidelines, Techniques and Applications (2013).
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An example for a glyp plot: Chernoff faces of the first 20 observations in
the whisky dataset. Generated with R.
Scatterplot matrices are another way of showing more than two dimensions with scatterplots. Also known as draughtsman’s plot, they plot each
variable against every other variable in the dataset. They gained popularity in the 1960s, as the use of computers for visualisations expanded, and
were further popularised in a more general form as small multiples by Edward Tufte in Envisioning Information (1998, p. 67):
At the heart of quantitative reasoning is a single question: Compared
to what? Small multiple designs, multivariate and data bountiful, answer directly by visually enforcing comparisons of changes, of the differences among objects, of the scope of alternatives. For a wide range
of problems in data presentation, small multiples are the best design
solution.
This is especially true when small multiples are combined with modern
interaction techniques such as highlighting, linking, and sorting.
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Parallel coordinates allow to study the geometry of multiple dimensions. They visualise observations as multiple (one for each observation)
plotted among multiple parallel axis (one for each dimension). First used
before 1880, they became popular as a tool for multidimensional visualisation through the work of Alfred Inselberg from 1959 on. He started developing them systematically from 1979 on, resulting in gripping, well-written papers such as Multidimensional detective (1997).
Dimensional stacking is a nested representation of multiple dimensions on a plane. First, the plane is divided horizontally into columns,
or bins, according to the values of the first dimension. Observations are
placed in their respective bins. These columns are then divided vertically
into rows (or, again, bins) according to the values of the second dimension.
Observations are placed into their bins. Next, these bin are divided again
into bins, based on the values of the third dimension. These steps are repeated for all dimensions, though this gets very confusing very quickly.
The end result bears some resemblance to a treemap, but works in a completely different way.

The process of dimensional stacking. Slides from Yang, 2005

Early computer-aided visualisations and tools
With the availability of dramatically increased computing power, more
complex visualisations could be developed, employing three-dimensional structures and animations. Computer also lead to the development of
tools for data visualisation.
Worlds within worlds is another example of using a nesting metaphor,
but this time actually nesting whole coordinate systems into each other.
It is used mainly for exploratory purposes. Observations are placed into
a three-dimensional space, according to the values of the first three variables. The user is then able to pick a point at which another coordinate
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system is placed, displaying the values of the next three variables for the
set of observations at the the point in the first coordinate space. The process can be repeated ad infinitum. As with the previous nested example
(dimensional stacking), this can get very confusing very quickly.
Y

W

U

V
Z

X

Worlds within worlds. Figure from Wong & Bergeron, 1997

The Grand Tour technique is one of the first to make use of animation
in multidimensional visualisation. It looks for interesting lower-dimensional subspaces (projections) of multi-dimensional data and smoothly
animates from one space to the next. This gives the illusion of moving
through a high-dimensional space, one subspace at a time, providing experienced viewers with a quick overview of the dataset at the expense
of being able to go into details. It was developed by Daniel Asimov (1985),
with the general principle still being incorporated into newer visualisation approaches.
XmdvTool is ‘a public-domain software package for the interactive
visual exploration of multivariate data sets.’ (‘XmdvTool Home Page,’ n.d.),
developed by Matt Ward (1994). It integrates scatterplots, glyphs, parallel
coordinates and dimensional stacking, linking them via brushing. XmdvTool is notable for being one of the first tools specifically developed for
visualising and exploring arbitrary multivariate data, allowing users to
interactively look at their datasets in many different ways. While it still
exists, it has since been eclipsed in functionality by newer tools.
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SPIRE galaxy and themescape visualisations
Created in 1995 by Wise et al. at the Pacific Northwest Laboratory, SPIRE
(Spatial Paradigm for Information Retrieval and Exploration) aims to help
users without domain knowledge to explore and discover themes and relationships between documents in a large corpus.
It is based on the assumption that it is almost impossible, or at least
very time-consuming, for a single person to make sense of a large corpus
of documents by reading them (Wise et al., 1995). Instead, they propose
that text be analysed using statistical methods, condensing documents
into their semantic concepts, and spatially displaying those. From the paper (page 5):
The bottleneck in the human processing and understanding of information in large amounts of text can be overcome if the text is spatialised in a manner that takes advantage of common powers of perception.
The system they had come up with to do that consists of two views: ‘galaxies’ and ‘themescapes’.

SPIRE galaxy view. Figure from http://www.cs.umd.edu/hcil/InfovisRepository/contest-2004/3/unzip/
In the ‘galaxy’ view, the documents are displayed as stars and grouped
into galaxies (clusters) according to their overall topic – a slightly different form of scatterplot. Galaxies of similar topics are closer to each other,
galaxies of different topics are farther away. Within the galaxies, again,
similar documents are closer together, different ones farther away. This
spatial arrangement intuitively suggests that documents within a cluster
are closely related. Users can zoom in to galaxies to see individual constellations in greater detail. Details for individual stars (documents) can
be accessed as well. This makes the interface a combination of a zoomable
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user interface with support for semantic zooming.
The ‘themescape’ view uses a three-dimensional landscape to indicate
dominant themes or topics. The higher a mountain, the more dominant
the topic, Again, similar topics are closer together, while different topics
are farther away.

SPIRE themescape view. Figure from http://vv.arts.ucla.edu/thesis/multimedia/index.html
Tests of this tool have proven that ‘text visualisations can overcome much
of the user limitations accessing and trying to read from large document
bases’ (page 6):
Even with the relatively simple first Galaxies visualisation of documents as stars in a 2-D space, analysts have returned reports of enhanced insight and time savings such as “discovering in 35 minutes
what would have taken two weeks otherwise.”
Both views offer additional tools to search for topics and documents, as
well as visualise changes over time. These were well received by users,
showing that a visualisation does not just have to be a picture, but an interactive tool (page 7):
Analysts have also been quite creative with the tool, using the time slicer to do pattern recognition and comparison on evolving and historically documented situations.
SPIRE was one of the first explorable interactive visualisations using spatiality to display relationships between items, and multiple explorable
levels. And while this particular execution of these concepts may seem a
little dated, they are still widely used today.
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Current state
Today, many tools exist to visualise multivariate data. Some of them are
general-purpose visualisation tools that will visualise any kind of data
thrown at them. Others are prototypical tools, build with specific datasets
in mind and to explore new interface paradigms.
In the following chapter, I will list some specific examples, pointing
out their strengths and weaknesses and how they relate to my project.
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Screenshots of the R console and a generated scatterplot

R, the statistical programming language
R is a programming language that focuses on statistical analysis. Created
by Ross Ihaka and Robert Gentleman in 1993, it is still being actively developed and has become something like the lingua franca of the statistical
community. It supports a wide range of statistical techniques and can be
easily extended through the use of so-called packages created by its users.
It has great support for data manipulation and analysis. After an initially steep learning curve, it is easy to manipulate and transform data.
As it is a programming language, there is no GUI to suggest what to do. Instead, the user has to have a solid understanding of statistics and a clear
idea of what they want to achieve.
R also supports data visualisation through various plotting functions,
from methods for quickly plotting standard charts to advanced functionality for completely custom visualisations. Though there are packages offering simple interactivity for some plots, these visualisations are mostly
static.
This leads to a workflow of exploring the data with code, and then visualising the the results of those exploratory coding steps and looking at
them. The visualisations are snapshots of the exploration in code, rather
than providing a continuous space for exploration by themselves.
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Deducer
Deducer is a GUI for R. It provides a large number of commands to load,
analyse, manipulate, and graph data. Deducer does this by sitting on top
of an R console, and literally writing code for the user.
Most graphical visualisation tools provide the user with a fixed set of
tools, and then some options for them. These tools are often well integrated with one another, and, with some statistical knowledge, relatively simple to use. If the user needs to something the developers did not include,
he is out of luck and has to use something else, at the very least to prepare
the data the way he needs it to work with the tool.
Deducer flips this approach on its head: with R being a programming
language, almost anything can be done. Deducer simply provides readymade commands (macros) for the most common use cases, with the whole
depth and breadth of a statistical programming language ready if something is missing.
While undeniably advantageous for expert users, this approach
comes with some drawbacks.
Though it is not hard to set up Deducer, compared to other tools the installation process is very cumbersome. One has to first install R, then type
commands into its console to install Deducer. Other tools simply have to
be downloaded and double-clicked.
This cumbersomeness extends to the interface. Everything is done
through nested menus, every feature opens a new window that shares
hardly any context with the other windows.
Because Deducer sits on top of R, the graphs do not feature much interactivity. They are all rather basic, single-purpose graphs. There are no
tooltips or overlays for the charts to show values for items. The only interaction is highlighting and linking (and only for some types of charts): if
the user creates multiple visualisations, the items will be linked. Selecting
the bar of a histogram will highlight the corresponding points on a scatterplot, or the corresponding polylines in a parallel coordinates chart.
This is, however, limited to some visualisation types and not available in
others. The linking does not extend to a raw view of the data.
Deducer’s advantage beyond using pure R is the added benefit of having a GUI, potentially easing the learning curve for beginners (as it certainly did for the me).
The basic problems remain the same, though. The GUI only provides
visual shortcuts for certain steps, but does not integrate them into a
whole. There is no true visual workflow, only visual access to the coding
workflow of R.
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Screenshots: analysing a dataset in Deducer
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PivotSlice

The main interface of PivotSlice. Figure from Zhao, Collins, Chevalier, &
Balakrishnan, 2013
PivotSlice (Zhao, Collins, Chevalier, & Balakrishnan, 2013) is a tool specifically built to support a well-defined workflow based on visual exploration – a stark contrast to tools such as Deducer. It lets users slice the visual
representation of a dataset into separate but interconnected parts. This
is done using a combination of boolean queries, facet-based exploration,
and direct manipulation.
To start with, the whole dataset is displayed as a node graph. Individual
nodes can be selected, showing their attributes as well as connections to
other nodes. This selection can include multiple nodes, showing a ranked
list of their attributes, or a range where it makes sense. These attributes
can then be used to slice the data.
By dragging them to the side of the graph into so-called data filters, the
graph will be partitioned along that side, according to the dragged facet.
One of the partitions, also called Query Cells, will hold the nodes matching
the selected facet, the other one the rest. This is a drag-and-drop implementation of faceted exploration. Multiple facets can be dragged onto the
data filters, partitioning the graph further into a grid of facets, drilling
down into specifics. Connections between the nodes are preserved across
facets, even being coloured according to whether they are in-facet or
cross-facet connections. The Query Cells even support sorting and ordering nodes, so a query could be used to create a bar chart visually showing
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the distribution of its contents along a facet.
The authors of PivotSlice call this the Visual Query Model, explaining
their reasoning in more depth in their paper. It basically is a visual way
to create boolean queries and immediately see the results without switching context. There is no single, drill-down style facet navigation with data
appearing or disappearing. Instead, all the data is always visible, but can
be partitioned into facets. Even visually, facets are at the same time a collection of data and a part of the whole dataset, with all their parts and connections visible. This makes comparing them simple.
Comparing the models behind PivotSlice and multidimensional scaling, the latter starts with a visualisation of general similarity across all dimensions, with the user having to explore the why, the criteria behind the
similarity. It is a starting point for making assumptions which can then
be further verified. PivotSlice, on the other hand, starts from the assumptions. Through its design, it encourages the user to constantly change
their assumptions or make new ones, and makes it easy to verify them
while exploring and understanding the dataset in the process.
In comparison to tools such as Deducer, PivotSlice is a lot more constrained. It does not support any tools other than those needed for its intended workflow. But those tools are all integrated with each other, making a good example for the benefit of well-integrated visualisation tools
built around a defined workflow.
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Stanford Dissertation Browser

Screenshot of the Stanford Dissertation Browser web interface.
The Stanford Dissertation Browser is a tool for visual analysis of over
9000 Ph.D. theses by topical similarity. It was originally conceived to
study interdisciplinary collaborations among departments at Stanford
University. Most interesting in this context though is the thinking behind
it, as described in the respective paper (Chuang, Ramage, Manning, &
Heer, 2012), in which they talk about interpretation and trust.
The authors started with the assumption that the relationships between different departments can be derived from analysing Ph.D. theses.
To examine this, they used different algorithms (word similarity, topic
similarity, etc.) to compute topical distances for the departments from the
Ph.D. theses, each of which they created 2-D projections from. While the
projections all looked plausible and interpretable, it was not clear if they
were right. The projections all looked different, and they did not themselves express why they did. They were not trustworthy.
To learn more, they designed an additional visualisation that displayed the projection-undistorted distances from a single department. It
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turned out that the projection was plagued by artefacts not present in this
visualisation, clearing up some errors where departments appeared to be
more similar than they really were.
This additional visualisation also enabled experts from the respective
departments to look at the relationships and compare them to their own
knowledge. They discovered additional peculiarities in the visualisation
that pointed to problems with the model used to compute the similarities.
To look further into this, more information had to be made available: it
became necessary to look at the individual theses that were used to compute the similarity to see where and how exactly the model was failing.
With this information, the model could be re-evaluated.
After this process of trying and re-evaluating, the authors came away
with a set of guidelines to aid the design of trustworthy visualisations,
some of which I will summarise here:
It is important to be able to verify the models behind a visualisation
and make them comparable. This works especially well if the visualisation is not tied to the model, but model-agnostic, so that different models
can be compared in the same visualisation.
Analysts should be able to modify the model. They should be able to
change parameters and easily see the different outcomes themselves.
The underlying factors that make up a model should be visible when
needed to examine the model, but not clutter the visualisation when not.
The authors call this progressive disclosure.
These guidelines are important for this bachelor project as well, because projections are not inherently trustworthy. They are abstractions
and have to be examined first to be trusted. Right now, the current tools
do not make this easy. The authors of the Stanford Dissertation Browser
overcame this by designing a custom tool for their needs. I think that using the principles behind their thinking and abstracting them somewhat
can be used to create a tool that is useful for examining dimensionality-reduced projections in general.
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Design

Design principles
I read lots about dimensionality reduction and its common tasks and
workflows. (Though you can only get so far with limited skills in maths
and statistics, such as mine.) I looked at currently available and proposed
tools, trying them out where possible. I created functional prototypes and
explored some datasets myself. This lead me to recognise some problems
and challenges with current solutions.
I cannot claim to have solved, let alone understood all problems. There
are people far more involved, working at this for far longer (and being a
lot better at maths, too). But I did manage to come up with a few guidelines
for my design process, a few things I thought I should pay attention to. I
probably missed some others, but I am sure avid readers will catch me out
on them. Here is a short list of my design questions and principles.
I will be using different terms to describe the visual representation of the
samples on the projection. Sample is used to describe the actual sample or
observation with its values, point refers to the mathematical position of the
particular set of values that make up a sample in either high-dimensional or
projection space, and the dot is the graphical representation of that point.

Displaying uncertainty and errors
A projection can only ever be an approximation. Looking at some dots
put on a scatterplot by complicated maths and science, it is easy to forget
about that, though. When judging if a point is a little bit closer to this cluster or that, sometimes it is a good idea to check if there is a projection error, making that problem go away entirely.
In current tools errors are not easily visible. In my opinion they should
be, leading to a more careful reading of meanings in projections.
I will explain several ways of conveying these projection errors:
• Showing a spatial plot of the error distribution, or displaying the
errors directly on the points. This makes it easy to spot points with
a high amount of distance error, and correctly judge if a group of
close points is a cluster or just a projection artefact.
• Using animation, and interactivity like hovering and clicking, as
an abstract way to see the relative error between one point and all
others.
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•

Drawing a dendrogram directly onto the projection space as a way
of displaying the original distance in high-dimensional space on
the two-dimensional projection space. Additionally, the dendrogram emphasises clustering between points.

Visualising differences
Finding the similarities and differences between items is a common task
when dealing with dimensionality-reduced projections. Distance shows if
two items are similar or not, but it does not show how. What do they have
in common, what are the differences between them?
These comparisons do not necessarily take place between two samples,
but also between single samples and the whole dataset, between samples
and clusters, two clusters, or clusters and the rest of the dataset. Does an
item deviate a lot from the average? What are outliers for a certain dimension? Why are all the items in a cluster similar?
How can these comparisons be supported by interactivity and contextual information, and how can these affordances deal with errors in the
projection?
• The data behind the distance needs to be shown. The distance between two points is the product of many differences in many dimensions. These should be made visible.
• The differences does not necessarily need to be shown as absolute
values. Relative values such as the standard score, or the quantiles
the values fall into, may be as helpful, if not more.
• The display of differences should adapt to the items selected; comparing two samples is a different task with different priorities than
comparing a cluster to the rest of the dataset.

Exploring projected space
Projecting a high-dimensional space onto a two-dimensional one loses a
lot of information. Other than the distances between samples being approximations, the directionality of the original dimensions is lost as well.
This often leads to a patchwork of dimensional hotspots instead of the
neat linearity that comes from using variables directly as axes.
How can some of this lost information be recovered to help understand the properties of the projection space? Can the influences of indi51

vidual dimensions on the projection be made visible by using overlays,
animation, or completely different tools?
I will introduce several potential solutions for this:
• Heatmap-like overlays showing dimension values over the projection space, together with information about their reliability.
• Displaying dimension values directly on the samples using visual
variables such as size or colour.
• Easy weighting of dimensions to make their impact on the projection more visible.
• Using dimensions as axes for the plot, while dimensionality-reducing the remaining dimensions and using them for the other axis.
• A multi-dimensional brush, or prism, allowing the user to brush
values for dimensions right onto the projection.

Accessibility and ease of use
Many tools require a lot of work or knowledge to use. Creating complex
charts with R requires the user to have at least some programming knowledge, and the resulting charts are still very basic. Lots of graphical visualisation tools do not have dimensionality reduction techniques built
in. And tools that do support dimensionality reduction techniques do not
integrate them well with other chart types or information data displays,
other than selecting and linking.
Looking at the projection of a dimensionality reduced dataset is always
done with a purpose. Common purposes are, as mentioned a few chapters
ago, identifying clusters and dimensions. Therefore, a tool should have
built-in affordances to support such tasks. During the few months I have
for this project, obviously I will not be able to create a perfect all-in-one
solution for multidimensional analysis, if that was even possible at all.
It should also be somewhat approachable. I assume that people using
dimensionality reduction techniques have a least some scientific or statistical knowledge, but they should not have to waste lots of time creating the
visualisations they will commonly need.
From this come the following requirements for my work:
• Features need to be there when needed, but should not clutter up
the interface all the time.
• Access should be easy. This will be done by creating a web app.
• Data input needs to be simple, and in a common format. I am going
to use copy-and-paste, and any sort of CSV data, as input.
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Focus and limitations
I am focussing on datasets that are small and consist of variables and observations, not dissimilarity matrices.
Small datasets up to a maximum of a couple of hundred samples are
a limit that fits many common use-cases for dimensionality reduction.
Above this limit, individual dots in the scatterplot start to become indiscernible, and require different approaches to display and interact with
them. Display solutions range from simple binning to more complex ones
such as splatter plots (Mayorga & Gleicher, 2013). Interactions to select
items would need to be completely rethought with these visualisations in
mind. Techniques suggested to compare selections might still be applicable, though.
Similarity matrices do not give any information on items except for
the similarity, making it impossible to augment the visualisation. Thus, I
would not be able to provide much additional value compared to a static
visualisation. This means I am focussing on datasets with variables and
observations. The dissimilarity matrix can be computed from those. Additionally, it is possible to use the observations to display rich visualisations to answer the questions why two samples are similar.
There are two drawbacks of not accepting precomputed dissimilarity
matrices: there is less room for customisation, and the data may only exist
as dissimilarity matrix.
Customising the matrix might be important for various reasons. For
example, in some cases more importance should be placed on large distances, so the user might want to square them first.
Directly using a matrix as input is the only option in some cases. For
example, the data might be from a survey where people were asked to
compare various items and rate how similar they are to each other. This
dataset would not consist of variables and observations, but of a similarity matrix.
In both use-cases, my proposed interface fails. A solution to this shortcoming might be an option to let the user supply the data and a custom
matrix. I have chosen not to do this because my focus is on the interaction
with the projection and adding tons of import options would detract from
that. If such a feature was needed, it could always be added at a later date.
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Design
The result of my design process is a web app that generates dimensionality-reduced projections from user-provided data. It features a large projection that can be changed according to the user’s needs. The dimensions
are displayed as a list, with additional information for each of them. Every
component is interactive, and they all support brushing and linking to
help looking at the same data from different perspectives, supporting the
tasks I laid out earlier according to the guidelines I set for myself.

Design for the web app
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The projection
The projection shows the output of the dimensionality reduction algorithm. Information about projection errors is easily available for the
general projection as well as for specific points. Points are displayed as
dots whose visual appearance can be changed to convey additional information beyond just the two-dimensional positioning, such as class membership or values for specific dimensions. A dendrogram can be overlaid
onto the projection to aid understanding of the hierarchy. The distribution of variable values for dimensions are available as heatmaps. Individual or multiple points can be selected, their variable values inspected and
compared.
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The projection. Dots are shown with error halos and dendrogram
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Visualising errors for points
A projection is just an approximation. This fact often slips the mind when
looking at the points on a plot of dimensionality-reduced data, as it is
usually not made visible. Total error is given as a number and maybe one
value in a scree plot, while individual errors may be shown in a Shepard
diagram.
These ways of showing errors are valuable tools, yet they are abstract
and disconnected from the actual projection. I tried to find ways to display the error together with the data. There, it serves as a useful reminder
about the inherent approximations in the projection, and as a tool to visually verify clusters as actual clusters, not projection errors.
While I do think it is important to easily see the errors, they should not
be displayed all the time. The appearance of the dots is also used to display
additional variables. Though I designed the display of errors in such a
way not to interfere with this, it needs to be optional so the user may focus
on the appearance of the dots alone if he needs to.
Cumulative errors
The cumulative distance error for each of the points is displayed as halo
around the dot, with the radius corresponding to the distance of the error.
This is done to help the user visually understand the quality of the projection and find possible problematic spots.
I have chosen to use halos because their visual properties fit well with
the properties of the error they represent. I could have, for example, chosen to modify the colour of the dot or its size to show the error. But this
would have changed the representation of the sample – yet the sample has
nothing to do with the error. The error is part of the projection. So the error should be displayed by the projection. A halo takes up space around
the dot, and while that space is clearly ‘connected’ to the dot, it is part of
the projection.

Dots with error halos
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The amount of the error could be displayed in a number of ways: colour, texture, opacity, size, and so on. The very thing that is represented by
the halo is the error of the position of the point. Ideally it could, or should,
be somewhere else within a certain radius. Thus, it seems only natural to
use the size of the halo to display the amount of the error.
Lastly, using a halo makes it possible to display the error in addition to
other properties of the sample that are more naturally represented by the
dot itself. A sample’s class can be displayed by the dot’s colour at all times,
a variable can still be mapped to the size of the dot, and so on. If the positioning error was shown as colour or size, this would not be possible. The
error would have to be shown in stead of something else, and the meaning
of visual variables would change, potentially confusing the user.
The use of halos does have a number of drawbacks, but I feel they are
mitigated by the advantages listed above. The biggest drawback are overlapping halos when many points are close to each other, with the individual errors being obscured by this. This can somewhat, but never completely,
be mitigated by also colouring the halo according to the error. This would
make single samples with huge errors at least partly discernible in crowded spaces. Interaction may be used to help this, by clearly showing a halo
more prominently when hovering over the respective dot.
My proposed halo shows the average amount of error in distance to
other points. If additional information was needed, it could also be used
as a contour plot to show errors in different directions, as proposed by
Zhang and Goodchild in their book Uncertainty in Geographical Information (Zhang & Goodchild, 2002, p. 77). To show the error value for different
levels of distance, a stacked radial area chart could be used, with different
rings for distance bins.
A possible formula to calculate the total error for a chosen point is discussed in the paper Visualizing the Quality of Dimensionality Reduction
(Mokbel, Lueks, Gisbrecht, & Hammer, 2013). (In the paper, the authors use
the colour of the point itself to indicate the error. I assume this was done
because showing the error is the very point of the paper.)
The visualisation of errors is also supported by displaying a dendrogram mapped onto the projection, as explained further below.
Individual errors for specific points
When noticing a sample with a large error, a user may want to examine
this error further. As the total error of a point is the sum of all errors between it and each of the other points, those errors will need to be evaluated individually. This is important because a lot of times, a large error
is caused by some outliers. It might make sense to further examine these
outliers, or remove them from the dataset and run the dimensionality re57

duction algorithm again.
Sometimes, for example, a point should be close to two groups of
points that, in the projection, end up being rather far apart. Basically, it
should be in two places at once, but cannot be. This fact will be made visible by showing the individual error in relation to other points.
These errors are displayed in two different ways based on whether the
user is hovering over a point, or has selected it by clicking. On hovering,
a non-intrusive, subtle way to display the errors is needed, as the user
might be just be browsing the points. Once the user commits his attention
to a point by clicking it, a more radical, but clearer, way of displaying the
errors can be used.

Displaying errors in relation to the hovered dot (red)
On hover
When hovering, the halos are used to display errors, with the area showing the size of the error, echoing the cumulative error display. If the cumulative error was shown before hovering, the halos smoothly transition
their sizes, indicating the change.
While using a prototype, I found it important to be able to quickly spot
points that are too close or too far away. The brightness of the halos is
used to display this. Bright halos indicate points that should be closer (that
are more similar than they seem), darker halos indicate points that should
be farther away.
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I did try several other ways of displaying the size as well as the type
of the error. Colouring the dots worked well, but changed their appearance, which made it hard to keep track of classes, clusters and selections.
Colouring the halos instead of using brightness worked well with monochrome dots, but the colour was either too subtle and lost between differently coloured points, or too strong and clashing with the colouring of the
dots themselves. Using shape instead of colour seemed promising, especially in foreshadowing the transition to the clicked state, as described below. The shapes were not glanceable, though: where brightness is instantly recognisable, the projection had to be visually searched and studied for
the shapes. This was not satisfying.

Displacing dots based on high-didmensional distances to selected dot (red)
On click
On clicking a dot to select it, all other dots are moved closer or farther
from the selected point, according to their actual distances in high-dimensional space. This removes all projection errors when it comes to distance.
The new, corrected positions are calculated by taking the vector between the specified point and the other point and multiplying it by the distance error ratio between the two. The angle between the two points is
kept as is. As a result, the other point moves directly towards or away from
the specified point, correcting the distance in the process.
The paths traveled by the points are shown as lines, leading from the
points’ positions in the projection to the new, corrected positions. This
way, the lines connect the points to their positions in the projection configuration, and display the size of the distance error at the same time. (It
has the nice side-effect of visually highlighting the specified point, as suddenly a lot of lines are pointing towards it.)
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Just like the halos, the brightness of the error lines indicates whether
they are closer or farther away.
A potential problem with this solution, especially with moving the
points closer or farther from the selected point, is the loss of meaning in
the spatial relationship between all other points. The only meaningful
distances left are the distances directly between the selected point and the
other points. The distances between all other points themselves are rendered completely meaningless.
One solution to this would be to recompute the whole projection, telling the algorithm to absolutely preserve the distances from and to the selected point, while being more generous with distance errors between the
rest of the points. This would (somewhat) preserve the meaningfulness of
all distances. In a recomputed projection, the positions of the points might
change significantly though, leading to completely different positions for
all points, possibly confusing the observer even if an animation is used. I
was not able to test this solution due to time constraints.
Another solution would be to discard the original positions entirely
and use a different view of the points, with a meaningful and non-jarring
transition between the two. The selected point might be centred, with the
other points arranged in a circle around it. The distances from the centre
point would be the true distances, while the position on the circle could be
determined by somehow mapping the dissimilarity matrix to polar coordinates. This seems like an acceptable solution to me, as it shows both the
corrected distances from the selected point, and retains meaning in the
relative positioning of the other points. I do have some reservations about
it though, as it completely abandons the projection space. Again, I was not
able to test this solution, promising as it seems, due to time constraints.

Dendrogram
Overlaying a dendrogram onto the projection helps to visually cluster
points, identify distance errors, and judge the projection’s goodness of fit
surprisingly well.
A dendrogram is a way of displaying the result of hierarchical clustering. As mentioned previously, in its simplest form the samples are each
connected to their nearest neighbour in high-dimensional space by a line,
forming a cluster. Those clusters are again connected to the nearest cluster, and so on. Usually, this results in a graph in the form of a tree, with
clusters as nodes and points as leaves, discarding the spatial positioning
of the points except for the distances between them.
Dendrograms can be mapped onto the projection space, however. The
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Dendrogram on projection
points clustered in high-dimensional space are connected by a line in the
projection. These clusters are then again connected by a line connecting
the centres of the lower-level lines, just like in a regular dendrogram.
As useful as the dendrogram is, the user may not always want to see
it, opting to focus purely on the dots instead. Thus, it needs to be optional
and simple to toggle on and off.
Visualising the hierarchy
Because the positioning of the clusters no longer reflects the hierarchy,
the lines themselves have to take over that job. After some experimentation, I arrived at reflecting the level in the hierarchy via the thickness of
the line. The lowest-level clusters (direct clusterings between two points
in high-dimensional space) get the thickest lines, showing the strong relationship between them. Higher-level clusters get progressively thinner
lines according to the lesser relationship and higher distance between
those clusters.
This makes visual perception simple: thick lines should be very short,
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thin lines longer. A bunch of thick lines connecting points visually enhances their closeness, helping with spotting clusters. It also helps with
spotting errors: single thick lines that are very long stand out, implicitly
indicating projection errors. A bad goodness of fit shows up as a thicket of
thick, long lines, visually cluttering up the projection, indicating there is
something wrong with it.
Among the line styles I tried out were different kinds of jagged or
dashed lines with varying brightness or opacity. Jagged lines are out of
the question because they might be mistaken for stylised springs, possibly leading people to think the projection uses some sort of spring-based
dimensionality reduction. I did not choose the dashed lines because they
were very hard to follow when crossing. The lines with varying brightness were fine on their own, but the range of brightness had to be too
large to still be discernible, making the lines too prominent.
I am not completely satisfied with the current solution, there is definitely room for improvement.

Thin dendrogram with brightness-based hierarchical display (top), dashed
dendrogram (bottom)

Using the dendrogram to explicitly visualise projection errors
The dendrogram can be used to explicitly visualise errors between two
points, building on the implicit visualisation mentioned above. The lines
can be changed according to the difference between their length in highand low-dimensional space. One way to do this is by colour, specifically by
saturation. The stronger the error, the more saturated the line. Another
way would be to use the brightness instead, as with the halos above. If colour was used, hue could indicate the direction of the error – whether the
line is shorter or longer than it should be.
62

As the colouring can be distracting when not specifically looking for
errors, it needs to be optional. My first instinct was to couple the colouring of the dendrogram lines to the same controls that toggles the error
display for the points. Together with the toggle for dendrogram visibility,
this gives the user two options: look at errors for points, or look at errors
for points and errors for the dendrogram. Because the point errors are
displayed as halos though, they overlay the dendrogram lines and make it
hard to see their errors. Consequently, the two features might need to be
separately controllable, needing an additional interface element.
This lead me to the decision not to implement this feature at all, for the
time being. As I was not able to do any user evaluation for this feature, I
do not know how important it is. I may reconsider my decision if I turns
out to be an important feature.

Displaying points
Points are displayed as dots on the projection. It is possible to change the
dots’ appearances, making use of visual variables to display additional information about samples.
As the projection is interactive, I choose not to overdo it with the visual
variables. Hovering over a dot can display all sorts of information about
the sample. Clicking a dot can do even more. Comparing samples does not
need to be done by just looking at their visual appearance, but by summoning additional information about them and visualising it in linked
charts. This means the appearance of the points should support identifying patterns instead of trying to display every last bit of information
about it.
The two main tasks I want to support with the visual appearance of
the dots are verifying and identifying clusters, and finding synthesised
dimensions. I make use of colour to help identify clusters, and dot size to
help find dimensions.
Using dot colour to identify and verify clusters
Clusters are identified and verified by checking if samples belonging to
predefined classes are actually forming clusters, or by visually identifying clusters and marking them as such. Predefined classes will be entered
as variables along with the rest of the data, and need to be displayed somehow. New clusters can either be defined by selecting a number of points
and marking them, or by running a clustering algorithm on the dataset
and visualising the output in the projection.
Clusters and class membership are categorical variables and as such
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lend themselves to be identified by colour or shape. As the points in the
projection are often densely clustered, using different shapes to distinguish categories may not be such a good idea, as lots of overlap makes
them hard to tell apart. Colour, on the other hand, works even in very
densely packed clusters. It becomes problematic if there are many different categories, in which case the colours become hard to distinguish from
one another. For the use cases I expect though, there should not be too
many categories, and the colours will be easy to tell apart.
For nominal variables, it is important that the colour does not introduce any weight or order. All colours should have the same visual weight,
e.g. the same luminance, and only differ in hue. For ordinal variables, it is
beneficial if the colour introduces an order, but the absence of it does not
have much of a negative effect on readability. To simplify matters, I will
treat all categorical variables the same for the time being.

Using colour to cluster the whisky dataset (left) and Anderson’s Iris flower
dataset (right)

Using dot size to visualise dimensions
Finding new, synthesised dimensions means looking for patterns in the
dimensionality-reduced projection. The values may be distributed as a
gradient roughly along a line, clustered in places, or distributed randomly.
Dimensions are very often continuous variables that can be visualised
well by using the size of the dots to display the value of the variable. (They
would lend themselves to the use of colour as well, but in this case colour
is already taken for cluster, class or selection membership.) The user can
choose a particular dimension to visualise, and the area of the dots will
be scaled according to the values, making it possible to see patterns in the
plot.
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Using the area of the dots to visualise a dimension
Below, I will talk about using heatmaps as an additional way of displaying
the values of a variable on the projection. Together with the varying dot
areas, heatmaps can be used to compare two dimensions at the same time.
The use of size is actually beneficial in this case, as a colour scale might be
difficult to interpret well on a varying background.

Dimensional ‘heatmaps’
In addition to using dot size, the projection space itself can be used to display the value distribution for dimensions. But where dot size can only
show the value distribution for the actual samples, the projection space
can also be used to answer a more theoretical question: what values would
a fictive sample have to have to be projected to a certain spot? Or, phrased
differently: what are the theoretical values for the space?
There are numerous ways to achieve this, but for the time being, I settled on a gridded heatmap.
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Heatmap showing the distribution of the petal width value for the Iris
flowers dataset
The heatmap is a grid consisting of many cells, each of them displaying the
value for a certain dimension at that position. This is done via the brightness of the cell, with higher values being darker. This allows to visually
assess the value distribution for a given visualisation, with smooth transitions between zones. The heatmaps for each dimension are always shown
as thumbnails in the list of dimensions, and on the projection itself when
hovering a dimension in the list. This allows both for an overview to spot
dimensions with ‘interesting’ patterns, and for a more detailed view together with the dots.
I decided to use brightness to display the values, because the typical
colour scales often used for heatmaps would clash with the colouring of
the dots. For the heatmap colour scale not to interfere with the dots, the
fidelity of the dot’s colouring would have to be restricted. As being able to
distinguish different classes is paramount though, and brightness works
well too, I chose not to use colour for the heatmap.
The grid is constructed by dividing up the projection space into a num66

ber of cells. The size of the cells is based on the mean of the mean distances
for the closest three points from each point. A minimum value is used to
prevent the grid from getting too small to be useful, and the calculations
taking too long.
The values for each cell are calculated by taking the values of the
points in the cell, or the three closest points for each cell if there are none,
weighting them according to their distances, and averaging them. This
ensures smooth transitions over large gaps in the projection space, while
being responsive to abrupt changes at the same time.
I originally planned to make the heatmap grid irregular, using Poisson
sampling (Dunbar & Humphreys, 2006) with a Voronoi tessellation. This
would have created an irregular grid while retaining an even coverage. I
wanted to create an irregular grid to emphasise the irregular nature of
the projection space – for empty spaces, the values are only approximations, after all. After some quick experiments, the opposite seemed to happen, though. Because the grid was irregular, it seemed to be based on some
underlying absoluteness that was just not displayed. With a regular grid
on the other hand, it is clear to get that it is based on a grid, and that there
is nothing more to it.

Poisson distribution
I also tried using a Voronoi tessellation based on the spatial distribution
of the samples. My reasoning was that nothing was known about the dimensional values of the projection space; they could only be defined by
the points occupying the space. Thus, any undefined point in space should
have the value of the closest actual point: a Voronoi tessellation.
This approach was kind of true to the actual, defined data. But I did
not find it to be satisfying in answering the questions about the theoretical values of the space, as defined above. The samples are discrete points,
while the space is continuous. I think the heatmap should reflect this, and
offer smooth transitions between the discrete values defined by the samples, constructing imaginary ‘axis’ through the undefined space.
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Voronoi heatmap based on the spatial distribution of the samples
The values for the space are not certain but theoretical. If there are points
in a given grid cell, its value is based on fact. But if there are none, and the
k-closest points are used to derive the value, it is purely theoretical. This
leaves to possible solutions to describe the certainty of a value. On the one
hand, it could either be a boolean certain (there are points in the grid cell)
or uncertain (there are none). On the other hand, it could be expressed as a
function of the distance of the nearest points – if the distance is small, the
value is relatively certain, and if the distance is large, the value is very uncertain. In any case, it may be advisable to convey this degree of certainty
visually.
I decided against using a boolean solution to describe the degree of
certainty for values, because I wanted the heatmap to be as continuous as
possible. Having just two states would have worked against that.
The visual display of uncertainty proves to be somewhat tricky – I
have not found a satisfying solution yet. I cannot use brightness, because
brightness is used to display the values. Had I used colour for this, I could
have used lack of saturation to indicate the degree of certainty. But then
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again, the colour would clash with the colouring of the dots. Using colour
to show areas of high certainty has the same effect. Using colour to show
areas of very low certainty, on the other hand, works better because the
colour does disturb reading the points very much – there simply are not
many in those areas.

Displaying uncertainty: using colour (top right) vs. noise (bottom left)
Another possibility is to use noise, which varies the brightness. This
marks the uncertain areas as ‘less clear’, but also inhibits readability
somewhat and does not look very clean, standing out from the rest of the
interface.
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The sidebar
The sidebar displays controls for and additional information about the
projection, search, user-defined classes and clusters, and the list of dimensions. Users interact with the various sections in the sidebar to reveal
additional information about the dataset and projection. The sections can
be collapsed if not needed.

Sidebar
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Projection settings and information
The first section displays information about the projection. A scree plot
and a Shepard diagram display the quality of the projection in a traditional, well-understood way. A small heatmap of the individual projection errors provides a quick way to see the spatial distribution of the errors. It is
also used to show or hide the error halos in the projection space. A simple
checkbox control toggles the dendrogram. Lastly, the user has the option
to edit or change the dataset from which the projection is computed.

Classes
If there are pre-defined classes in the dataset, they are shown as sortable
thumbnails in their own section. Every class gets its own thumbnail, providing a quick visual way of locating the relevant points in the projection.
Some additional information, such as the name or the number of samples,
is displayed below the thumbnail.
The thumbnails can be hovered to view additional information about
the samples, or clicked to select them, as described further below. Additionally, the classes can be sorted, for instance by name or number of samples in the class.
Classes are displayed on the projection by colouring the dots. This can
be turned off for all classes via a small control that appears on hover.

Dimensions
The dataset’s dimensions are displayed as a sortable list. Each list item
shows a thumbnail heatmap, the dimension’s name, additional information about the value distribution in the dimension, and some controls. Additionally, for each of the dimensions, the values for the current mouse
position or selection are displayed as well.
Heatmap thumbnails – spatial distribution
The heatmap thumbnail shows a small version of the dimensional heatmap described above. Quickly scanning these thumbnails provides a rough
understanding of the spatial distribution of the dimensions, and the most
obvious spatial relationships between them. Interesting findings can then
be examined further.
Hovering over a dimension displays the heatmap on the projection.
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Kernel density plots – value distribution
While the heatmaps show how the values are spatially distributed in the
projection space, the kernel density plots show the value distribution for
a given dimension. Kernel density plots work somewhat like histograms:
they display how frequently certain values occur in a dataset (technically:
the probability of certain values to occur). This allows the user to visually
assess the distribution of values for a dimension: is it a normal distribution curve, skew to a certain end of the scale, or maybe a left-vs-right distribution?
Percentiles are indicated on the density plots as well to support the
visual assessment. Used together with brushing and linking, they make it
easy to assess how a sample, or a group of samples, relates to the whole
dataset. At the moment, I have chosen to display quartiles: the 25th, 50th
(also the mean), and the 75th percentile. This might have to change depending on the distribution function – quartiles work well for a normal
distribution, whereas other types of distributions might need different
percentiles. The minimum and maximum values are displayed next to the
plots as well.
I chose to use kernel density plots instead of histograms because they
display the data in a continuous function instead of separate bins. This
makes it easier to mark percentiles, or show additional plots for subsets
of the dataset. Another problem with histograms is finding the right number of bins. The optimal number of bins differs for different distributions
– but for the sake of comparing dimensions, the histograms in the list
should ideally all have the same number of bins.
The plots support brushing and linking. Values for selected samples
are shown on the plot, and ranges of the plot can be selected, selecting the
samples falling into that range. The ‘theoretical’ value (as defined by the
heatmap) for the current mouse position is always indicated by a small
triangle, ubiquitously supporting the creation of a sense for the projection space.
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Controls
Additional controls for dimensions are shown on hover. The user can
choose to map a dimension to the size of the dots in the projection. This
makes it possible to compare two dimensions right on the projection: one
displayed via dot size, the other as a heatmap. The user may also choose to
use a dimension as an axis for the projection.
Sorting dimensions
For large datasets, the list of dimensions can get quite long. Making it
sortable supports both finding specific dimensions, as well as browsing
them, and looking for certain criteria.
Alphabetical ordering simplifies finding certain dimensions by name.
Sorting it by minimum or maximum value, by mean or median, or by variance might help finding ‘interesting’ dimensions when browsing the list.
Another way of sorting the dimensions is based on the user selection.
If the user selects a sample or cluster, the list might be reordered to reflect
the selection’s values in the dimensions. This could be done in a number of
ways, for example by using the absolute (mean) value of the selection, or
by using the (mean) z-score.
When using the absolute value of the selection, the dimensions would
simply be ordered by the selection’s value in the dimension – after normalisation, of course. If the selection consists of a single sample, the value
of that sample would be used. If the selection was a group of samples, the
mean of the values would have to be used. This would result in the first
dimensions being the ones where the selection has the highest values, and
the dimensions where the selection scores the lowest being the last ones
in the list.
A more interesting way of sorting would be the z-score, or number of
standard deviations. This emphasises the dimensions that make the selection different from the rest of the dataset. The dimensions in which the selection deviates most from the mean would come first, and the ones where
it falls in line with the rest of the dataset last.
I am not sure if there is a ‘best’ way to do the sorting by selection. It is
an area where I have to get more feedback from experts to make a decision.
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Selections
Many of the tasks when working with multidimensional data are cluster-based. Thus, it is important to be able to easily create, compare, and
name groups of samples. These groups of samples can then be saved as selections and are shown as thumbnails in the selections panel in the sidebar.
Selections can be created by manually selecting samples, or automatically
by using a clustering algorithm.
SELECTIONS

weird clusters little cluster
7 samples

4 samples

+

SORTED BY NAME

new selection
select samples

Selections panel in the sidebar
Manual selection works in a number of ways: by dragging the mouse
around a group of points on the projection, shift-clicking them, or by
selecting a range on a density plot in the list of dimensions. Once some
points are selected, the user can save and name the selection in the selection panel.
Automatic selection using a clustering algorithm works by selecting
the number of clusters via a slider. The clusters are previewed by colouring the dots on the projection. Additional help is given by per-cluster density plots in the list of dimensions, as well as a text-based preview of the
most deviating dimensions per cluster. Once the user has decided on the
optimal number of clusters, they can save the generated clusters as selections.
The automatic clustering is very basic. Ideally, there would be support
for multiple clustering algorithms, as well as better verification of the results. (A good overview on clustering algorithms and their validation is
provided by Halkidi, Batistakis, & Vazirgiannis (2001)). On the other hand,
I am not sure if that kind of support for clustering is feasible as a feature
of this project, as clustering in itself is a large field. A quick and simple
solution might suffice after all – if complex control over the clustering is
needed, it might as well be performed prior to loading the dataset and providing just the results. This way, the user has as much control as they need.
Saved selections appear in the selections panel in the sidebar. Just like
classes, they are displayed as a list of thumbnails, supporting spatial orientation. The user can name those selections, which is important when
trying to find clusters in the data.
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Text-based preview of most deviating dimensions per cluster
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Analysing selections
Items and selections can be analysed by viewing their dimensional values
and comparing them to the dataset in general, or other selections in particular.
The projection visually conveys the similarity of the samples. This
means the main questions when analysing the samples revolve around
understanding why they are similar, and why they are not. Or, phrased
differently: what do certain items have in common, and what are their differences? These questions are asked again and again on different scales
and during different tasks:
Sometimes, a single sample is compared to the rest of the dataset. This
may be because it stands out (far apart) from the other samples and the
user wants to find out why; they want to find out what is different about
it. Other times, it may be compared to the rest of the dataset to understand
its dimensional values: what does it mean when a whisky is rated a 1 on the
tobacco dimension? Sometimes, this question can not be answered when
looking at the number in isolation, but only when comparing it to the rest
of the dataset. In the case of the tobacco rating, 1 is the highest value in the
dataset, whereas a 1 rating in the sweetness dimension would only be about
average for the dataset.
Two samples can be compared with each other to find out why they are
close together, or why they are far apart. This might be done to get a general idea of the projection, or when comparing two clusters by picking a
sample from each.
A group of samples, often a cluster, can be compared to the whole dataset to find out what those samples have in common to form a cluster. In
this case, the findings are often used to define and name the cluster. They
may possibly even be used to classify new samples in the future based on
their variable values.
Two or more clusters may be compared to selectively sharpen the definition of one particular cluster, or to find new dimensions in the projection.
Sharpening the definition of what makes one cluster different can be
done by comparing it to the whole dataset, but may be enhanced by comparing it to other clusters. For example, the sweetness rating of whiskies
in a cluster may be in line with the average for the whole dataset – but
other clusters may have significantly higher or lower sweetness ratings,
thereby suddenly making an average sweetness a differentiating factor
compared not to the whole dataset, but to individual clusters.
New, synthesised dimensions can be found by comparing clusters
along an imaginary axis and looking for gradual changes in one or more
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dimensions. A cluster on the left side of the whisky plot might have a high
sweetness rating, but be ranked as not very smoky. Another cluster in the
middle of the projection might have an average rating for both of those dimensions, and yet another cluster on the right side might be ranked very
smoky, but of low sweetness. This would indicate a new dimension that one
may name the ‘smokiness – sweetness’ dimension.

Examining a sample: tooltip and indicators on density plots

Single sample
Analysing a single sample is done by hovering or clicking a dot on the projection. The values for the corresponding sample are indicated in the list
of dimensions. Additionally, a tooltip appears, showing the values for the
various dimensions, and their standard deviations. They are displayed in
text form for accuracy, as well as in a graphical representation for quick
comprehension. The deviations from the mean are overlaid onto density
plots to provide additional context.
If there are many dimensions, only the ones with the highest deviations from the mean are shown in the tooltip. Hopefully, this provides
the ‘highlights’, the dimensions in which the sample is most different and
therefore make it unique.
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Details: examining a group of samples – tooltip and density plots

Multiple samples (cluster)
Analysing multiple samples works just like analysing one. After selecting
a group of dots, density plots for them are generated and shown in the
list of dimensions, comparing the selection to the dataset. A tooltip is displayed as well, again showing the ‘highlights’. Because there is no single
value for the dimensions, the means are used instead. The graphical representation also takes this into account, showing a density plot instead of
a bar.
Comparing selections
Comparing selections also shows the density plots for each selection in
the list of dimensions. The tooltip displays a comparison of values and
plots for the dimensions the selections are most different in.
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weird cluster little cluster
7 samples

4 samples

MEAN

Comparing two clusters

Petal length
Petal width
Sepal length
Sepal width

6.4
1.5
7.2
3.8

DENSITY

3.5
2.0
5.7
2.1

Tooltip vs. dimension list
The values for the selection are indicated or plotted in the list of dimensions, which should in theory be enough. While testing a prototype, it
turned out to be too cumbersome to always look over to the list. The selection and the mouse pointer can be far away from the list, thus requiring to
split the attention between two places. A tooltip solves this problem nicely,
especially when looking at single samples by hovering.

79

Dimensional brush
Finding new, synthesised dimensions on dimensionality-reduced projections is an important task. To do this task, it is important to see how values
for multiple dimensions change over the projection area. If two or more
dimensions change in roughly the same way, or in opposite ways, along
the same path, a new, synthesised dimension may have been found.
Heatmaps and dot sizing can visualise the values for dimensions over
the whole projection, showing transitions as well – but they only work for
two dimensions. Selections on the other hand provide a way to view the
values of many dimensions – but only for certain points on the projection,
not showing the transitions between them. Another way is needed to explore the undefined space and many dimensions at once.
I suggest using the mouse pointer to visually draw the dimensional
values onto the projection, sort of like a brush, or a prism that breaks the
space up into its dimensions. The user would select the tool and draw a
path onto the projection, using the mouse. The values for certain dimensions would be plotted along that path as the user moves the mouse, allowing the user to visually compare the changes across multiple dimensions
along a path of any shape.
There may be too many dimensions to plot along the path. In this case,
the dimensions could either be selectable by the user, or be selected according to how much they change along the path, with higher changes being preferred.
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Petal length

Sepal length

Petal width

Sepal width

Brushing dimensions onto the projection

Design variations
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Conclusion

While there are many tools for visualising and exploring multidimensional data in general, there are no good integrated tools for exploring
projections of dimensionality-reduced data. In this bachelor thesis, I tried
to describe and design such a tool.
I explained the basic concepts of multidimensional analysis and dimensionality reduction, and the tasks that such a tool has to support. I
provided a brief overview of the history of multidimensional visualisation and its current state. By looking at related tools, I described where I
see opportunities for improvement, as well as concepts worth borrowing.
To guide the design process, I distilled my thoughts and questions into
principles. Finally, I proposed a design for a tool to explore projections of
dimensionality-reduced data. I described the problems faced and their potential solutions.
When I started working on this project, I did not know much about dimensionality reduction or statistics in general. I feel that on the one hand
I have learned a lot, but on the other hand not very much at all. Statistics is
a huge field, and oftentimes there are many methods to do seemingly similar things that a non-expert has a hard time differentiating. I spent a lot of
time trying to figure out which of these methods was applicable to whatever problem I was currently investigating, and understanding it.
This means that I kept discovering new problems, and kept thinking
of new solutions. To focus on getting a somewhat coherent design done,
I had to choose to ignore some of these problems and solutions. Among
them are a good visual way of displaying categorical dimensions, as well
as better support for managing dimensions. To support finding dimensions, I described heatmaps and a dimensional ‘brush’, but these concepts
do not go far enough to manage them: users should be able to visually map
original dimensions to synthesised ones in the list of dimensions, and to
name them.
I am also not quite satisfied with the way analysing and comparing
samples works. Duplicating the comparison in a tooltip and the list of dimensions does not feel as elegant as it could be. I suggested some improvements by re-ordering the list of dimensions based on the selection, but
they do not go far enough yet for my liking.
Another aspect is dataset size. I limited myself to small datasets. It
would be interesting to think about how the solutions outlined could be
adapted to much bigger datasets, or if completely new solutions would be
needed.
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If work on this tool should continue, I would definitely need more
input from experts. They would probably be able to immediately judge
some ideas as good or bad, whereas it often took me quite some time, if
I was even able to judge them at all. But this will probably get better the
more I learn about statistics.
I enjoyed working on this project and learning more about statistics
and multidimensional analysis. Both are topics I hope to spend more time
on in the future, as I continue to work on visualisations.
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